
© 2020 Ozcode. All Rights Reserved

OZCODE PRODUCTION 
DEBUGGER. 

A New Paradigm for 
Cloud-Native Debugging 

White Paper



© 2020 Ozcode. All Rights Reserved

Contents

Executive Summary 1

Cloud is simple, agile, and scalable, but 

hard to debug

Common enterprise tools have their place 

but fall short in production debugging

The Ozcode production debugging 

paradigm

Introduction  3

Production errors are inevitable

Production errors are very, very expensive

Cloud computing has become Mainstream

Production debugging is hard 6

Production debugging in the cloud 6 

is even harder 

Many concurrent users

Microservices

Serverless code

Working with Queues 

Security and privacy requirements

Accelerated deployments

The downfall of traditional 11 

debugging 

Logs

Application Performance 

Management (APM) tools

Error monitoring tools

The new debugging paradigm with 13 

Ozcode Production Debugger

Autonomous exception capture 

The Ozcode Production Debugger

Dashboard

Radical observability 

Time-travel debugging

A new debugging paradigm for a new 15  

era of software 



© 2020 Ozcode. All Rights Reserved |    3

Executive Summary 

Production errors have been happening since the 

dawn of computing and continue to this day. At 

any time, you can check DownDetector.com to see 

when services from leading companies go down. 

Production errors are also very costly to fix, up to 30 

times what it costs to fix an error detected during 

the requirements analysis or design phase of an 

application. The reason is that it is very complicated 

to debug production errors. It’s hard to reproduce 

an error, the root cause is in a different place from 

where the error is manifested, debug information 

must be assembled from multiple disparate 

sources, and more. And cloud computing just 

makes things worse.

Cloud is simple, agile, and 
scalable, but hard to debug

The simplicity, agility, and scalability of the cloud 

have brought it into the mainstream, but cloud 

deployments introduce several factors that vastly 

complicate the debugging process. Multitudes 

of concurrent users make it difficult to reproduce 

the exact usage scenario that generated an error. 

Microservices add challenges to trace an exception 

back through the precise instance of a redundantly 

deployed service to its source. Serverless code can 

take part in an error code execution flow, and then 

disappear. The asynchronous nature of queues 

makes it difficult to follow the timeline of events…

the list goes on. To overcome the complexity of 

maintaining, monitoring, and debugging cloud 

applications, several tool categories have entered 

the market.

Common enterprise tools have 
their place but fall short in 
production debugging
The tool stack available to developers in an 

enterprise usually consists of any or all of Log 

Analyzers, Application Performance Monitors 

(APMs), or Error Monitors. While these tools help 

solve different issues that arise in production 

systems, none of them are very effective in helping 

developers determine the root cause of production 

bugs. Logs can get huge, are dispersed around 

different modules of the application, and rarely 

include just the right information a developer needs 

when something unexpected happens (like a bug/

error/exception). APMs and error monitors can 

aggregate a variety of performance metrics, and 

even alert you to anomalies in application behavior, 

but they cannot provide the code-level debug 

information needed for effective debugging.

The Ozcode production 
debugging paradigm

Ozcode offers a new paradigm for production 

debugging based on the following simple principles:

Autonomous exception capture:

Ozcode uses a lightweight agent that is deployed 

alongside your application. When an exception is 

thrown, the Ozcode agent automatically records all 

the data needed to perform a root cause analysis 

of the error and sends it to the Ozcode Production 

Debugger dashboard.
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Radical observability:

The error data that the Ozcode agent sends to 

the dashboard allows the debugging engineer to 

observe data and elements of the actual running 

code that threw the exception, including relevant 

log entries, event timeline, call stack, local variables, 

function return values and more.

Time-travel debugging:

The Ozcode debugging screen provides a 

decompilation of the complete code execution flow 

with radical observability. A debugging engineer 

can step back in time through each line of code 

and see all variables, method return values, and 

property getters at the time they were evaluated in 

the error execution flow.

By recording the error execution flow with radical 

observability, Ozcode overcomes the obstacles to 

debugging that cloud computing has introduced. 

You no longer need to reproduce an error in order 

to debug it. Whether execution was through 

microservices and serverless code or not, you just 

time-travel through the captured exception with 

radical observability into the error execution flow to 

determine the root cause of the error and enable a 

complete and final fix.
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Introduction

Let’s start by making three assertions:

1. Production errors are inevitable 

2. Production errors are very, very expensive 

3. Cloud computing has become mainstream

Putting those assertions together spotlights the 

critical importance of how production errors are 

handled in the cloud. 

Production errors are inevitable

There are reams of evidence that production 

errors are all around us and have been happening 

since the dawn of computing. Here are some 

famous examples:

 → In August 2018, it was revealed that more than 

10,000 patients in the UK’s National Health 

had received the wrong medication over the 

previous eight years. The error was eventually 

traced to changes made in the NHS’s electronic 

prescribing system software back in 2010. 

 → In August 2012, a computer glitch in Knight 

Capital Group’s trading software made a series 

of automatic trades within an hour instead of 

spreading them out over several days. The glitch 

cost the company $440 million, bringing Knight 

Capital to the brink of bankruptcy.

 → There are plenty of examples in the realm of 

space exploration. In 1999, NASA’s Mars Climate 

Orbiter crashed because of a failure to convert 

units from English to metric. A few months later, 

the Mars Polar Lander (MPL) crashed, apparently 

because software failed to ignore spurious 

signals from the MPL’s landing gear. As far back 

as 1962, the Mariner 1 rocket exploded within 

5 minutes of launch due to a hyphen that was 

omitted from some mathematical code.

And production errors continue to occur all around 

us. At any time, you can check DownDetector.com 

to see when services from leading companies like 

Google,  AT&T, Netflix, Amazon, and other Fortune 

500 bastions of our modern-day lifestyle go down.
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Production errors are very, very expensive

Different studies over the last decades have consistently shown that it’s much more expensive to fix errors 

the later they are detected in the software delivery lifecycle. As far back as 2002, the National Institute of 

Standards and Technology (NIST) published a study showing that fixing a software defect detected after 

product release cost thirty times what it cost to fix a defect detected during the requirements gathering or 

architecture design phase.

Source: Tassey, G., 2002. The Economic Impacts of Inadequate Infrastructure for Software Testing. [online] Nist.gov. 

Table 5-1. Relative Cost to Repair Defects When Found at Different Stages of 
Software Development (Example Only)

X is a normalized unit of coast and can be expressed terms of person-hours, dollars, etc.

Requirement Gathering 
and Analysis/

Architectural Design

1x 5x 10x 15x 30x

Integration and 
Component/RAISE 

System Test

Early Customer 
Feedback/Beta 
Test Programs

Post-product 
Relese

Coding/Unit 
Test
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The Mars Climate Orbiter and MPL crashes 

mentioned in the previous section cost NASA 

$330 million, but you needn’t look for something 

as exotic and newsworthy as spaceships falling 

out of the sky. A 20-minute outage at Amazon in 

March 2016 cost the company an estimated $3.5 

million, and in general, Gartner has estimated 

downtime costs companies an average of $5,600 

per minute. These numbers may not be worrisome 

to global conglomerates with deep pockets, but if 

you accumulate all the effects of software defects 

globally, the numbers become scary. 

Perhaps the most compelling indication of the 

high cost of production errors is in the Tricentis 

Software Fail Watch, which analyses software 

failures gleaned from news articles over the course 

of one year. The 5th edition of this study, conducted 

on English language publications in 2017, revealed 

mind-boggling numbers. 

606 software failures were covered in 1177 articles 

and affected 314 companies.

The financial losses from these failures were estimated 

at over $1.7 trillion (yes, that’s one point seven 

trillion US dollars) and had an impact on more than 

3.6 billion people, over half the world’s population.

Companies 
Affected

314

Software 
Failures

606

News 
Articles

1177

Financial 
Losses

$1.7 TRILLION

People 
Affected

3.6 BILLION

Source: Tricentis Software Fail Watch 5th Edition
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Cloud computing has become mainstream

Cloud computing has matured. Simplicity, agility, 

and scalability have proven themselves, and most 

enterprises are either already cloud-native or are 

in the process of migrating their systems to the 

cloud. There are estimates that by the end of 2021, 

94% of all workloads will be in the cloud and that 

the global cloud computing market will reach $623 

billion by 2023, reflecting an 18% CAGR.

Production debugging is hard
Debugging is hard, and it eats up much of the 

developer resources for any software project. A 

survey conducted in 2016 by ClusterHQ concluded 

that 42% of application developers spend up to 

25% of their time debugging production errors. An 

earlier study by students at Cambridge University 

found that 49.9% of a programmer’s time is spent on 

debugging. 

There are several well-known reasons why 

debugging production errors is hard:

 → It can be very difficult to reproduce a production 

error in a pre-production environment

 → The root cause of an error is not necessarily in the 

location it is manifested 

 → The information relevant to an error needs to be 

assembled from multiple disparate sources such 

as log files, call stack, event queues, database 

queries, variable values, and more.

 → Recreating the exact computing environment 

or the scale of usage in which an error occurred 

may be impossible or not feasible

 → You can’t put breakpoints in production systems 

and step through the code without blocking the 

system 

Production debugging in the 
cloud is even harder

Until now, we have discussed some of the 

challenges in debugging production errors in 

general. Once you go to the cloud, the challenges 

scale up as quickly as your systems do, but they 

do not scale back down. The nature of modern 

cloud computing systems amplifies the general 

challenges of production debugging and adds new 

levels of complexity.

Many concurrent users 

One of the benefits of cloud applications over 

desktop is the widespread reach to a large number 

of users. This is where software vendors take 

advantage of public cloud providers’ tools to ensure 

a high level of service for users wherever they 

may be, such as globally distributed availability 

regions, CDNs, mirroring, redundancy, and more. 

However, with a large number of users accessing a 

web service concurrently, it can get very difficult to 

recreate the user scenario that triggered an error, 

understand the user experience, or find the data 

relevant to the specific users that experienced it.

Microservices

Like cloud computing in general, microservices 

have become a mainstream architectural norm 

for cloud services. Their benefits of decoupling 

capabilities from each other, ability to quickly scale 

up or down, and high availability are especially 

important for cloud services that must remain 

available amidst usage peaks with thousands 

of concurrent requests. But the separation of 

functionality into small, discrete executable units 

creates challenges when something goes wrong. 
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Microservices are deployed with redundancy, 

so when an error occurs, you need to isolate the 

precise microservice that took part in or manifested 

the error. Also, an error in functionality may 

involve code execution across several different 

microservices, which can be nearly impossible 

to trace. And then there’s the possibility that you 

have different versions of the same microservice 

running at the same time, and you need to 

understand which of them manifested the error. So 

microservices are great for executional agility but 

are a pain to debug.

Tracing events across microservices 
Ozcode Production Debugger traces events leading up to an error across all microservices allowing 
you to drill down into the relevant code at any step of the way.
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Serverless code

Serverless computing has been gaining traction 

since AWS Lambda was released in 2014 with 

Google Cloud Functions and Azure Functions 

following in 2016. The cost benefits of only using 

compute resources just when you really need 

them are clear, and adoption of this deployment 

architecture is growing. But when it comes to 

debugging, Serverless architectures present new 

challenges even to the most innovative and code-

smart developers.

The ephemeral nature of serverless code is a huge 

benefit at runtime, but it is its downfall if an error 

occurs. How can you debug code that only runs for 

microseconds and is then gone?

Autonomous exception capture with time travel debugging and radical observability 
Ozcode Production Debugger monitors your application for errors and catches all relevant data 
leading up to exceptions wherever they are thrown. Once an exception is thrown, Ozcode directs 
you to the exact place in the decompiled code that threw the exception (even after a serverless 
function has returned and is no longer in memory) allowing you to step through the code leading 
up to the exception with full visibility into the call stack, log entries, event trace, variable values, 
network requests, and database queries to understand the root cause of the error.
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Working with Queues

Message queues are a software engineering 

standard, and there are various implementations 

available in the market, including Kafka, Azure 

Queues, and the now-popular RabbitMQ. They are 

widely used in everything from low-level operating 

system functionality to high-level application features. 

But the asynchronous nature of queues makes them 

problematic in a similar way to microservices.

Security and privacy requirements

The media loves data breaches. Every leak of 

personal information from the archives of some 

household name brand becomes a media 

extravaganza with news headlines counting the 

hundreds of millions of personal records that 

have been compromised. To prevent these media 

In a typical error scenario, one process places a 

message in a queue. At some later time, the message 

is extracted and processed in a manner that causes 

an exception to be thrown. Stringing together the 

chain of events through queues to trace the complete 

application flow of some functionality to the point of 

an error can be extremely challenging, especially if 

you’re trying to do it by piecing log files together.

festivals, governments have put restrictions on 

how private data can be handled (such as GDPR, 

CCPA, etc.). Any log files, system dump files, or 

anything else that exposes production data cannot 

be viewed by a debugging developer if it contains 

personal information – quite an impediment to 

determining the root cause of an error.

Security and PII Redaction 
Before displaying debug information on the Ozcode Production Debugger dashboard, the Ozcode 
server redacts Personally Identifiable Information (PII), enabling compliance with any privacy 
regulations. 



© 2020 Ozcode. All Rights Reserved |    12

Accelerated deployments

We are in the age of DevOps, where everything 

is automated, and releases happen very quickly. 

Where once, application version announcements 

were PR events, in today’s environment of CE 

(Continuous Everything), releases can even be 

deployed several times a day. But with the benefits 

of rapid response to customer needs and quick-

patching for production glitches comes the hazard 

that each new deployment potentially introduces 

new issues, and the rapid-fire deployments make 

it that much more difficult to identify where new 

issues have been introduced. Which module or 

microservice? Which version? 
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The downfall of traditional 
debugging

We’ve established that much of a developer’s fruitful 

life is spent hitting F10 to step through code that’s 

in development, but that won’t work in production 

systems. Breakpoints stop the flow of an application, 

and customers won’t wait for developers to hit 

F10 on a live system. As a result, the primary tools 

available to developers for production debugging 

are logs, Application Performance Monitoring (AMP) 

tools, and Error Monitoring tools.

Logs

Logs are one of the primary means developers 

use to debug errors in production, but they are not 

the most effective tool for a root cause analysis. 

Software systems are very complex with multiple 

architectural elements, generating voluminous, 

disparate, and dispersed logs. To properly analyze 

an error, you need to collect all those logs and try 

to piece together the sequence of events that led 

up to the error. But it gets worse. The very nature 

of production errors precludes the possibility of 

adequate logging. Since you never know where an 

error will occur, you have to be very lucky to have 

the right log entries in place when it happens. So 

begins the guessing game. 

The unfortunate developer who has to piece 

together the puzzle applies all her knowledge 

of the system in question to guess what’s really 

causing the error and adds more logs in the 

corresponding location in the code to see if she 

was right. Now she has to rebuild the code with the 

new logs, deploy, and reproduce the error. She may 

have to go through several iterations before she 

finally gets it right and understands enough to fix 

the error. 

After a few rounds of log, deploy, rinse, repeat, the 

fix is put in place and deployed to production. It’s 

important to realize, though, that with this form 

of log-based debugging, it’s much harder and 

more time-consuming to get to the bottom of the 

error. Initial attempts to get to the root cause may 

miss, so the error eventually manifests again until 

really being fixed after several iterations. It looks 

something like this:



© 2020 Ozcode. All Rights Reserved |    14

Application Performance Management (APM) 

tools

There is a wide variety of APM tools available on 

the market. Some of them are very good at what 

they claim to be – tools to monitor application 

performance. They will display a variety of metrics 

showing how the different architectural elements of 

your software are behaving. They will even provide 

alerts with the corresponding call stack when 

exceptions are thrown; however, then, it’s back to 

logs and the guessing game. None of these tools 

provide adequate information to get down to the 

bottom of an error, its root cause. No local variable 

or method return code values and no code-level 

debug information.

Error monitoring tools

The case is similar for error monitors. In many 

ways, these tools are a subset of the APMs and 

cannot provide enough information for a root cause 

analysis to get to the bottom of a production error 

and produce a good and final fix.

Log Aggregation 
Ozcode Production Debugger aggregates all relevant log entries across the whole call stack that 
lead up to an error into one location
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The new debugging paradigm 
with Ozcode Production 
Debugger
In many ways, the perceived difficulty of debugging 

production applications in the cloud stems from 

traditional debugging paradigms, which are 

based on indicators such as voluminous disparate 

log files, notifications in monitoring tools and 

extremely complicated “dump” files. Ozcode 

Production Debugger introduces a new paradigm 

for debugging production systems in the cloud 

based on autonomous error capture and time-travel 

debugging with radical observability.

The Ozcode paradigm is much simpler than 

traditional debugging and essentially involves the 

following main steps:

 → The Ozcode agent autonomously captures an 

error

 → The agent collects all relevant debug data and 

sends it to the Ozcode dashboard

 → The debugging engineer uses time-travel 

debugging with radical observability to 

determine the root cause of the error

 → Once the root cause of the error is established, 

the developer can implement and deploy a fix

Autonomous exception capture

Once the Ozcode agent is installed with your 

application, it detects all exceptions thrown by the 

application and categorizes them into one of four 

types:

 → Failed requests: failed HTTP and WCF requests 

 → Logged errors: all ERROR or FATAL level errors 

recorded by the logging tool 

 → Crashes: any exception that led to a crash

 → Swallowed exceptions: any exception that was 

caught but not logged anywhere and did not 

lead to a failed HTTP request or a crash.

Upon detecting one of these errors/exceptions, 

using code instrumentation, the Ozcode agent 

automatically records all the data needed to 

perform a root cause analysis of the error and sends 

it to the Ozcode Production Debugger dashboard.
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The Ozcode Production Debugger dashboard

The Ozcode dashboard records errors it receives 

from the Ozcode agent and displays the number 

of each type of error recorded. By displaying errors 

both graphically and in a list, the dashboard makes 

it easy to identify a surge of new exceptions that 

Radical observability

The error data that the Ozcode agent sends to 

the dashboard provides radical observability into 

the error’s root cause. In this context, “radical 

observability” means the debugging engineer can 

observe data and elements of the actual running 

code that threw the exception to a depth and 

breadth, which is not provided by other tools using 

traditional debugging paradigms. The data that 

Ozcode provides includes:

Relevant log entries: Instead of the debugging 

engineer having to piece together the relevant parts 

of disparate voluminous log files, Ozcode does that 

for you. Ozcode assembles all the relevant logs into 

a single panel of the debugging screen.

Event timeline: Ozcode traces all the events 

leading up to an error across different services 

(microservices and serverless functions).

Call stack: The Ozcode debugging screen displays 

the complete application call stack leading up to 

an error.

Local variables and function return values: At 

any point in the call stack, Ozcode shows the 

values of local variables, and method parameters 

and return values 

needs to be investigated and prioritize errors by 

severity. And to help track errors across consecutive 

deployments, you can designate them as Active, 

Ignored, or Resolved.
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Time-travel debugging

The Ozcode debugging screen provides a 

decompilation of the complete code execution flow 

leading up to an error. The code editor provides 

the value of each variable, method return value, 

and property getter at the time it was evaluated, 

essentially displaying the same level of information 

that would be available if you had manually stepped 

A new debugging paradigm for 
a new era of software

The traditional paradigm of debugging for 

production systems is ill-suited to cloud-native 

applications. Production errors will continue to 

happen, and downtime will continue to cost 

corporations millions. When every minute saved 

debugging production errors has a significant 

impact on the bottom line, it’s imperative for 

companies to apply the right tools to debug cloud-

native deployments. The increasing adoption 

over each line of code in a traditional debugger in 

real time to reproduce the error. This “time-travel 

fidelity,” together with the radical observability 

described above, provides the most comprehensive 

information available today to perform a root cause 

analysis of the error in question.

and ensuing dominance of the public cloud beg 

for a new paradigm. Ozcode Production Debugger 

presents the new paradigm of autonomous exception 

capture followed by time-travel debugging with 

radical observability to overcome the challenges of 

debugging cloud-native applications: 
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Challenge Ozcode Solution

Many concurrent users
Autonomous exception capture provides the exact 
error scenario as manifested by the specific user 
who experienced it.

Microservices

Ozcode debugging screen traces events across all 
microservices participating in the error, from the 
point where it was triggered through to the point 
where it was manifested as an exception.

Serverless code

Autonomous exception capture records complete 
and exhaustive error information while the code is 
executing. The recording is available even after the 
serverless code has disappeared.

Queues
Autonomous exception capture traces events across 
queues assembling all relevant debug information 
into a single shareable link.

Security and privacy
PII is redacted before being displayed to the 
debugging engineer. 

Accelerated deployments

Autonomous exception capture with full debug 
information removes the need to determine which 
module or microservice version introduced an 
error. Time-travel debugging places the debugging 
engineer in exactly the right environment to use 
radical observability and determine the root cause of 
the error for a quick resolution.
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