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Executive Summary 

Logging has become a best practice companies 

use to obtain observability into their software 

systems when they have to investigate issues that 

inevitably turn up. Traditionally, logs are added as 

an integral part of the source code that we refer to 

as “static logs.” The observability that static logging 

provides comes at a cost. The more observability 

you want, the more logs you have to generate, 

store, and manage. This activity can significantly 

impact the system’s performance and incur high 

running costs so that companies continuously have 

to address the tradeoff between observability and 

performance/costs by tuning their static logging. 

Nevertheless, companies are not going to stop 

using static logs any time soon. Among their many 

uses, they are frequently the first line of defense 

when resolving production issues and still the best 

way to maintain historical records of system usage 

over long periods of time.

The paradox and pitfalls of static logs
When adding static log messages to code, 

developers have three questions to answer:

 → Severity: What should the severity level of the 

message be?

 → Location: Where exactly in the code should the 

message go?

 → Information: Exactly what information should the 

message provide?

While the answers to each of these questions can 

dramatically affect the observability/cost tradeoff, 

the most significant one is what information to 

capture. If you don’t capture enough information, 

you don’t get the observability you need to 

resolve issues when they turn up. On the other 

hand, capturing too much information can carry 

unacceptable consequences in terms of cost and 

performance. This is the paradox of static logs:

If you know what to log, you’ve 
already solved the bug.

Consequently, an incident resolution process that 

relies on static logs requires adding logs to gain 

the observability needed for a root cause analysis. 

However, adding logs carries the burden of going 

through lengthy CI/CD cycles, deploying a new 

build to production, and then reproducing the 

error. These are processes that can take anywhere 

from hours to days, and often, several iterations 

are needed. Even then, there are several pitfalls 

developers must avoid:

1. Data privacy: Logs cannot contain sensitive 

data that must remain hidden from developers.

2. Logging data structures: Logging structures 

like recursive trees or large lists can significantly 

impact memory and occupy large volumes of 

storage.

3. Side effects: The act of logging certain fields 

can change the state or flow of a program.

4. Log freshness: As software evolves, log entries 

can become stale and irrelevant, or worse, 

misleading.

5. Exceptions: Logging when an exception is 

thrown can be tricky because application state 

can change between throwing the exception 

and catching it.

6. Conditional logging: Adding logic just to 

decide if to log a message or not carries the 

questionable risk of changing your program 

flow.
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Dynamic logs; observability on-demand
Dynamic logging is complementary to static 

logging and takes a different approach. Instead 

of adding lines of source code that create log 

messages, it uses byte code manipulation to 

instrument your live code and add a log message 

when and where it’s needed at runtime. The log 

message has access to and can report on any data 

in scope at its location and is removed once data 

collection is no longer needed. Ozcode uses an 

agent installed alongside your application to enable 

dynamic logging by letting you set tracepoints (aka 

non-breaking breakpoints) anywhere in your live 

running code. During a tracepoint session, as the 

application runs through a tracepoint, it generates 

the specified log message and provides access 

to the complete application state at that point. 

With the whole application state available at each 

tracepoint, there is no longer any question about 

what data to log, which effectively solves the 

paradox of static logs.

Essentially, dynamic logging gives 
us maximum observability, at code 
level, on-demand.

Dynamic logging with Ozcode also avoids the 

pitfalls of static logging:

1. PII redaction keeps data private  

Ozcode’s live debugger can be configured to 

redact PII so sensitive information never leaves 

the production environment and is masked in 

the dynamic log output.

2. Resource usage is capped for complex data 

structures 

The Ozcode agent caps resource usage, 

so dynamic logging with Ozcode places no 

noticeable strain on CPU or memory.

3. No side-effects 

The Ozcode agent avoids properties that can 

mutate the object, thus ensuring no side effects 

when capturing an object’s state.

4. Dynamic logs are always fresh 

Dynamic logs are defined by the developer 

on-demand in the live running code, so they are 

always fresh and up to date.

5. Capturing exceptions is a core competence 

for Ozcode 

Ozcode’s live debugger captures full time-

travel debug information for all exceptions, so 

there is no concern of losing any information 

related to exceptions in dynamic logging.

6. Conditional logs can be updated at any time 

Since dynamic logs do not incur any side 

effects, they pose no risk for conditional logs 

and can be updated as needed on the fly.

In addition, dynamic logs incur far less overhead 

than static logs in terms of the amount of code 

generated and CPU usage. Moreover, when logging 

is disabled, static logs can still have a performance 

impact while dynamic logs have none.

Conclusion
Static logging still plays a critical role in modern 

computing systems. It is the first line of defense 

when resolving production errors and is also still 

the best way to maintain and monitor activity over 

long periods of time. Still, the paradox of static 

logging places limitations when trying to resolve 

errors in live systems, but these can be overcome 

by dynamic logging. By providing code-level 

observability on-demand, dynamic logging enables 

a quick incident response time to dramatically 

reduce MTTR while delivering better software, 

faster and at a lower cost.  
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Introduction

As cloud-native and distributed software 

architectures become more pervasive, it has 

become a best practice to add logs and tracing 

to software systems. The log output provides 

observability through which companies hope to 

understand how their systems behave so they 

can perform a root cause analysis when issues 

inevitably turn up. Traditionally, logs are added as 

an integral part of the source code and cannot be 

modified in the live system at runtime. In this article, 

these will be referred to as “static logs.” However, 

the observability that static logs provide comes 

at a cost. The more observability you want, the 

more logs you have to generate. Then, you have 

to stream those log lines to a central repository 

and run observability tools to search through and 

analyze vast repositories to extract actionable 

insights. This activity can significantly impact the 

system’s performance, not to mention the running 

costs of storing petabytes of log files, whether 

you are using an open-source platform such as an 

ELK stack or a commercial SaaS solution to store 

and analyze logs. Sometimes, just increasing the 

log verbosity of a system to debug an issue can 

have unintended consequences on the system’s 

performance and budget. In any case, as we discuss 

below, static logs are not the best tool to debug 

issues in live production systems. Companies have 

to continuously address this tradeoff between 

observability and performance/costs by tuning the 

volume of logs their systems generate.Dynamic 

logs offer an alternative way to get observability 

from a system. They can be added and removed on 

the fly, in real-time while the system is running, and 

do not have the negative impact on performance 

and costs incurred by static logs. Nevertheless, 

static logs still have their place in modern software 

systems and are, in fact, complementary to 

dynamic logs. They are frequently used as the first 

line of defense when resolving issues in production 

and are also the best way to keep track of activity 

in a system when government regulations require 

long-term tracking and storage.

This paper compares static and dynamic logging 

and provides best practices for using logs to gain 

observability from your software systems.

Logging best practices
Here are some of the top best practices companies 

use to get the most out of their logs, both static and 

dynamic:

1. Contextual data 

Each log message should provide contextual 

data, such as “service name” or “machine 

name.” Contextual data helps developers find 

specific log messages or aggregate a group of 

messages according to relevance, and not only 

according to the message text or time-stamp.

2. Structural logging 

Log messages are usually a combination 

of message text and values concatenated 

together. Filtering such messages requires us to 

parse and tokenize them into separate elements. 

Therefore, modern logging practices encourage 

structural logging, where the logs include a 

message template and corresponding values 

in a “raw” format alongside each message, 

enabling advanced filtering capabilities.

3. Distributed tracing with transactions and 

correlation IDs  

Log messages from applications that execute 

across multiple services and machines may be 

distributed over several sources. By attaching 

transaction and correlation IDs to log messages, 

applications make it easy to piece together 

log messages from different sources and track 

messages connected to specific transactions.  

Advanced distributed tracing systems also use 
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“span IDs” to create a tree structure of all sub-

operations within a transaction.

The paradox and pitfalls of 
static logs

To be able to analyze how production systems 

behave, developers record events into a log stream. 

In the event of an error, the developers examine the 

logs to try and understand what happened. 

Developers usually add static logs using a logging 

framework such as Serilog or Log4j to record 

events into files, remote servers, or even advanced 

log analysis tools with which the framework has 

integrated. Logging information means adding a 

line of code that looks something like this: 

Logger.LogInformation(“About to 
invoke transaction {id} on table 
{table}”,transactions.Id, table.Name)

But, for each log line added, a responsible 

developer has three decisions to make:

1. What is the severity level of the message?  

There are common severity levels: Verbose, 

Debug, Information, Warning, and Error or Fatal. 

It is important to make the right choice since 

severity level affects the volume of logs created 

and the ease or difficulty of finding a message 

according to its type. 

2. Where should the message go? 

Logs can be placed literally anywhere in the 

code, but the information they provide will be 

different depending on whether they are at the 

beginning, middle, or end of a function, in the 

“catch” clause of a “try/catch” block, or even in a 

specific branch of the code.

3. What information to capture? 

The developer needs to decide which data is 

relevant for the log message, including local 

variables, global variables, method parameter 

and return values, database query strings, 

networking data, and more.
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More questions than answers
When adding static logs to their code, developers 

don’t usually have the answers to these questions. 

It’s pretty much a guessing game. The most 

important question, the one that will have the 

biggest impact later on when trying to resolve 

issues, is what information to capture. If you don’t 

collect enough data, you will have to add more logs. 

The problem is that it’s impossible to know what 

information you’re going to need ahead of time. For 

example, if customers of an eCommerce site are not 

getting the goods they purchase, you might want 

to log the shipping address at checkout. However, if 

you don’t understand why some customers are not 

able to complete checkout, you might need to log 

their credit rating. This is the paradox of static logs:

If you know what to log, you’ve 
already solved the bug.

One solution might be to log both the shipping 

address and the credit rating, but adopting this 

solution effectively takes the brute-force approach 

of logging everything. While this “just in case 

logging” is technically possible, it has unacceptable 

consequences. Your log budget and system 

performance will suffer due to the load of generating 

and streaming logs. If you collect too much data, 

your logs will get bloated, and your application will 

suffer a performance hit. And then there’s the cross-

cutting concern of the signal to noise ratio between 

the code that implements your business logic and a 

multitude of logging statements cluttering it up.

Consequently, production issues are usually resolved 

by adding and removing logs in the code. Every time 

a new bug is detected, developers must add log lines 

to understand what happened, rebuild, redeploy, 

and reproduce the bug. And with CI/CD pipelines 

that can take hours to push a new build, updating 

static logs in production becomes a tedious, iterative, 

and extremely time-consuming process. Even then, 

there are also several pitfalls inherent in static logging 

frameworks that developers must avoid to ensure 

their systems remain performant and their users’ 

private information is protected.

1. Data privacy 

When recording information from production 

systems, developers must consider what is 

written to logs, who can view them, and how 

viewing the data might compromise the safety 

of the system and the privacy of its users. 

Companies must provide their developers with 

the necessary tools and training needed to 

ensure no sensitive data reaches logs in the first 

place. 

2. Logging data structures 

When recording “raw” variables into log 

messages, developers must consider the size 

of the structures and classes those variables 

represent. Data structures like recursive trees 

or large lists and enumerators can have a large 

memory footprint, resulting in an even greater 

memory impact when serialized for logging. And 

once serialized, these structures can occupy 

large portions of a log file or document database. 

Companies need to train their developers to 

consider the best way to record large data 

structures and be aware of the resulting memory 

and storage implications.

3. Side-effects 

Logs are not part of our application logic, and 

therefore, adding them shouldn’t affect the 

application flow. However, seemingly harmless 

actions like serializing a property can mutate 

its class when performing its “get-value” 

function. Simple things such as setting a field 

with a default value and other more complex 

operations can trigger events like loading types 

into memory or even connecting to a database. 

For example, just recording enumerators to 

logs will cause them to be evaluated. These 

side-effects can be very easy to introduce into 
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a program and can greatly complicate the root 

cause analysis of an issue. Moreover, if a class is 

designed with thread-safety, some of the “get-

value” functions can trigger locks that deadlock 

the application. While deadlock situations are 

rare, they can be extremely challenging to solve, 

especially when they are side effects of logging 

and not part of the main application flow. 

4. Log freshness  

“The only constant is change,” goes the saying, 

and this is definitely the case in modern 

software systems. Software constantly evolves 

with functionality being added or removed and 

optimizations such as refactoring. Many logs 

are added when code is created, but log lines 

may become irrelevant over time, or worse, 

misleading as the code evolves. Log messages 

that are no longer coherent with the business 

logic are referred to as “stale,” and log freshness 

can be measured as the ratio of stale to fresh 

log messages. For example, if a log entry 

captures the calling arguments of a function, 

the log message must be updated if the 

function signature changes. Worse still, if a log 

message relates to function logic, the message 

must be updated if the function logic changes. 

Failure to update the log can result in different 

versions of the code generating identical log 

messages, but under very different conditions, a 

situation that can be very difficult to analyze. 

5. Logging exceptions 

There are two main limitations when logging 

exceptions: you can’t guarantee that every 

exception gets logged. A great example is an 

empty “catch” block; capturing state when 

catching an exception can be very tricky. By the 

time you catch the exception, the state may have 

changed from when it was thrown. Also, sending 

the state to logs can generate a new exception, 

which leads to gaps of information in your logs.

6. Conditional logging 

Using logic to decide whether to log a message 

is a way to control the amount of logging but 

introduces questionable risk. Logic statements 

may well change the flow of your program just 

for the sake of logging and cause unexpected 

behavior, worsening the signal-to-noise ratio 

between business logic code and logging code.

Data Privacy

Log 
Freshness

Data 
Structures

Logging 
Exceptions

Side-effects

Conditional 
Logging

The pitfalls of static logging

Dynamic logs; observability 
on-demand

Dynamic logging takes a different approach to logs. 

Instead of adding lines of source code that create 

log messages, it uses byte code manipulation to 

instrument your live code at runtime. Byte code 

manipulation is not a new technology. It has been 

in use for several years by Application Performance 

Monitors (APMs) to generate the three pillars 

of observability (logs, metrics, and traces) into 

live systems. It is also used in both C# and Java 

applications to add profiling data and measure 

code coverage in unit testing. However, using byte 
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code instrumentation to add logs to live running 

applications and capture state is an emerging trend 

that is rapidly gaining in popularity. The immense 

benefits it provides, coupled with the ease of 

implementation, are having an enormous impact on 

how we monitor and debug live systems.

Fundamentally, dynamic logging is quite simple. 

You instrument functions at run time with new byte 

code that adds a log message when and where it 

is needed. The log message has access to and can 

report on any data in scope at its location and is 

removed once data collection is no longer needed.

Ozcode uses an agent installed alongside your 

application to enable dynamic logging by letting 

you set tracepoints (aka non-breaking breakpoints) 

anywhere in your live running code, including any 

3rd party code you are using. By decompiling code 

on the fly, Ozcode can display the source code of 

your live application. When debugging an error, 

the developer sets tracepoints anywhere in the 

code, specifies the dynamic log message that 

should be generated at each tracepoint, and lets 

the application run.  

During this debug session (or tracepoint session as 

we call it at Ozcode), as the application runs through 

a tracepoint, it generates the specified log message, 

including all the elements of the application state 

that the developer wants to inspect. For every log 

message generated, the developer can inspect the 

complete application state at that point, including 

local variables, method parameters and return 

values, and more. With the entire state stored, 

developers no longer need to guess what data to 

log like in static logs. They have all the relevant data 

at that point in the code at their fingertips, which 

effectively solves the paradox of static logs.

Essentially, dynamic logging gives 
us maximum observability, at code 
level, on-demand.
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Dynamic logging with Ozcode also avoids the 

pitfalls of static logging:

1. PII redaction keeps data private  

Ozcode’s live debugger can be configured to 

redact PII based on regex expressions, identifier 

names, or even whole classes and namespaces. 

Any data that falls within the configuration will 

automatically be redacted before leaving the 

production environment and masked in the 

dynamic log output.

2. Resource usage is capped for complex data 

structures

When collecting the state of a function, the 

Ozcode agent caps CPU and memory usage 

according to a configurable limit for the 

number of properties or items captured. In this 

way, dynamic logging with Ozcode places no 

noticeable strain on CPU or memory.

3. No side-effects 

Since dynamic logging is implemented using 

byte code manipulation, the Ozcode agent has 

complete information on the classes that are 

captured. By only capturing fields and auto-

properties, the agent avoids properties that can 

mutate the object, thus ensuring no side effects 

when capturing an object’s state. 

4. Dynamic logs are always fresh 

Dynamic logs are defined by the developer on-

demand according to the current issue being 

resolved. Since they are added to the live running 

code, they are always fresh and up to date. 

Moreover, the tracepoints defined in one session 

do not interfere with those in other sessions. The 

agent even notifies you that a tracepoint may 

need to be refreshed when the corresponding 

code changes.

5. Capturing exceptions is a core competence for 

Ozcode 

In addition to dynamic logging, Ozcode’s live 

debugger captures full time-travel debug 

information for all exceptions making logging 

(both static and dynamic) redundant for 

debugging exception-related errors.

6. Conditional logs can be updated at any time 

Since dynamic logs do not incur any side effects, 

there is no risk in using conditional logs. If the 

conditions do not produce the right logs, they 

can be updated on the fly.

Data Privacy

Large Data 
Structures

Side-effects

Log 
Freshness

Logging 
Exceptions

Conditional 
Logging

Update condition 
on-the-fly

Autonomous 
exception capture

Added on-the-fly to 
live code

Only capturefields 
and auto-properties

Resource usage 
capped

PII redaction

Pitfalls of Static 
logging

Dynamic Logging with

© 2021 Ozcode. All Rights Reserved |    10



A small matter of overhead
If you consider the overhead of static vs. dynamic 

logging in terms of the amount of code generated 

and its performance impact, then dynamic logs win 

on those counts too. Generating a log line requires 

the same amount of CPU, whether added at the 

byte code level with dynamic logging or adding 

source code in static logging. However, a dynamic 

log only performs work when needed. When using 

static logs, the logging framework incurs overheads 

such as checking the log verbosity and other logic. 

Moreover, in the case of static logs, even if logging 

is disabled, log lines can have a performance 

impact (especially in performance-critical code 

paths). The code still calls the static log function 

and passes arguments into the stack, whereupon 

the function checks state and simply returns, 

causing the stack to unwind. This is equivalent to 

generating empty log messages that provide no 

information. When dynamic logging is disabled, the 

byte code instrumentation is removed, so there is 

no superfluous impact on performance.

If we consider that no developer ever 
sees 99.99% of static logs, it is plain 
to see that the cost of dynamic logs is 
marginal by comparison.
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Static vs. Dynamic logs: The final tally
Let’s now compare and contrast the impact of static and dynamic logging on software systems:
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Conclusion

Static logging has been used since the dawn of 

computing when the first text messages were 

pushed to printing terminals and is deeply ingrained 

into the developer mindset. It plays such a critical 

role in modern computing systems as the first line 

of defense that it’s unlikely that any developer will 

give up writing static logs in their code any time 

soon. They’re the first things engineers look at 

when trying to resolve incidents in live systems, 

and a whole industry has grown around creating, 

managing, and consuming petabytes of log 

messages. Static logs are also still the best way to 

monitor historical system usage over long periods 

of time. However, the paradox of static logging 

places limitations when trying to resolve errors in 

live systems, and in practice, 99.99% of static log 

messages are never viewed by a developer. But 

these limitations can be overcome by dynamic 

logging. Using byte code instrumentation, dynamic 

logs can be applied to live systems on-demand to 

capture full state without side effects. By providing 

code-level observability on-demand, dynamic 

logging enables a quick incident response time to 

dramatically reduce MTTR while delivering better 

software, faster and at a lower cost.  
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